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PICA PICA Trailer 
https://www.youtube.com/watch?v= LXo0WdlELJk

https://www.youtube.com/watch?v=LXo0WdlELJk


ʦßq=! ßq=!ʧ
Á Exploratory mini-game & world

Á Goals
Á Hybrid rendering with DXR [Andersson 2018]

Á Clean and consistent visuals
Á Self- learning AI agents [Harmer 2018]

Á Procedural worlds [Opara 2018]

Á No precomputation

Á UsesêLLDʩǗHalcyon R&D framework
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HALCYON



Halcyon Goals
ÁRapid prototyping framework

ÁDifferent purpose than Frostbite
Á Fast experimentation vs. AAA games

ÁWindows, Linux, macOS
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Halcyon Goals
ÁMinimize or eliminate busy-work

Á !ǏǣŽǗǣ ʦƜŘǣĬ-őĬǣĬʧ ƜŘǗŸŘǗ
Á Occlusion
Á GI / Lighting
Á Collision
Á Level-of-detail

Á Live reloading of all assets
Á Insanely fast iteration times
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Halcyon Goals
ÁOnly target modern APIs

Á Direct3D 12
Á Vulkan 1.1
Á Metal 2

ÁMulti-GPU
Á Explicit heterogeneous mGPU
Á No AFR nonsense
Á No linked adapters
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Halcyon Goals
Á Local or remote streaming

ÁMinimal boilerplate code

ÁVariety of rendering techniques and approaches
Á Rasterization
Á Path and ray tracing
Á Hybrid

ê L L D  ʑʑ  lĬƓŊȉƩƞ !ǏŊŸŽǣŘŊǣǫǏŘ ʦDŽǏŘŊǣƩǏʩǗ =ǫǣʧ



Hybrid Rendering
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Direct Shadows 
(ray trace or raster)

Direct Lighting
(compute)

Reflections
(ray trace or compute)

Global Illumination
(ray trace)

Post Processing
(compute)

Transparency & Translucency 
(ray trace)

Ambient Occlusion 
(ray trace or compute)

Deferred Shading
(raster)



Hybrid Rendering



Rasterization Only



Halcyon Goals
Áʦßq=! ßq=!ʧ Ĭƞő lĬƓŊȉƩƞ built from scratch

Á Implemented lots of bespoke technology

ÁMinimal effort to add a new API or platform

ÁEfficient and flexible rendering was a major focus
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Rendering Components
ÁRender Backend
ÁRender Device
ÁRender Handles
ÁRender Commands
ÁRender Graph
ÁRender Proxy
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Halcyon Rendering
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Render Handles

Render Commands

Render Backend

Render Device

Render Backend

Render DeviceRender Device

Render Backend

Render Proxy

Render Graph Render Graph

Application



Render Backend



Render Backend
Á Live-reloadable DLLs

ÁEnumerates adapters and capabilities
Á Swap chain support
ÁLȈǣŘƞǗŽƩƞǗ ʘŽʋŘʋ ǏĬȉ ǣǏĬŊŽƞűʆ Ǘǫŉ űǏƩǫǌǗʆ ʇʙ
Á Determine adapter(s) to use
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Render Backend
ÁProvides debugging and profiling

Á RenderDoc integration, validation layers, ʇ

ÁCreate and destroy render devices
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Render Backend
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ÁDirect3D 12
ÁVulkan 1.1
ÁMetal 2
ÁProxy
ÁMock



Render Backend
ê L L D  ʑʑ  lĬƓŊȉƩƞ !ǏŊŸŽǣŘŊǣǫǏŘ ʦDŽǏŘŊǣƩǏʩǗ =ǫǣʧ

ÁDirect3D 12
Á Shader Model 6.X
Á DirectX Ray Tracing
Á Bindless Resources
Á Explicit Multi -GPU
Á DirectML (soon..)
Áʇ



Render Backend
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ÁVulkan 1.1
Á Sub-groups
Á Descriptor indexing
Á External memory
Á Multi-draw indirect
Á Ray tracing (soon..)
Áʇ



Render Backend
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ÁMetal 2
Á Early development
Á Primarily desktop
Á Argument buffers
Á Machine learning
Áʇ



Render Backend
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ÁProxy
Á Discussed later in the presentation



Render Backend
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ÁMock
Á Performs resource tracking and validation
Á Command stream is parsed and evaluated
Á No submission to an API
Á Useful for unit tests and debugging



Render Device



Render Device
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ÁAbstraction of a logical GPU adapter
Á e.g. VkDeviceʆ qDɂDɀɁDŘȂŽŊŘʆ ʇ

ÁProvides interface to GPU queues

ÁCommand list submission



Render Device
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ÁOwnership of GPU resources
Á Create & Destroy

Á Lifetime tracking of resources

ÁMapping render handles Ą device resources



Render Handles
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Render Handles
ÁResources associated by handle
Á Lightweight (64 bits)
ÁConstant-time lookup
Á Type safety (i.e. buffer vs texture)
ÁCan be serialized or transmitted
ÁGenerational for safety

Á e.g. double-delete, usage after delete
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Render Handles

ID3D12Resource ID3D12Resource

DX12: Adapter 2
ID3D12Resource

DX12: Adapter 3

ID3D12Resource

DX12: Adapter 1DX12: Adapter 0

Render Handle

Á Handles allow one-to-many cardinality [handle->devices]
Á Each device can have a unique representation of the handle
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Render Handles
Á Can query if a device has a handle loaded
Á Safely add and remove devices

Á Handle owned by application, representation can reload on device

ID3D12Resource ID3D12Resource

DX12: Adapter 2
ID3D12Resource

DX12: Adapter 3

ID3D12Resource

DX12: Adapter 1DX12: Adapter 0

Render Handle



ê L L D  ʑʑ  lĬƓŊȉƩƞ !ǏŊŸŽǣŘŊǣǫǏŘ ʦDŽǏŘŊǣƩǏʩǗ =ǫǣʧ

Render Handles
Á Shared resources are supported
Á Primary device owner, secondaries alias primary

ID3D12Resource ID3D12Resource

DX12: Adapter 2
ID3D12Resource

DX12: Adapter 3

ID3D12Resource

DX12: Adapter 1DX12: Adapter 0

Render Handle
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Render Handles
Á Can also mix and match backends in the same process!

Á Made debugging VK implementation much easier
Á DX12 on left half of screen, VK on right half of screen

ID3D12Resource ID3D12Resource

VK: Adapter 0
VkImage

Proxy: Adapter 0

Render Handle

DX12: Adapter 1DX12: Adapter 0

Render Handle



Render Commands



Render Commands
Á Draw
Á DrawIndirect
Á Dispatch
Á DispatchIndirect
Á UpdateBuffer
Á UpdateTexture
Á CopyBuffer
Á CopyTexture
Á Barriers

Á Transitions
Á BeginTiming
Á EndTiming
Á ResolveTimings
Á BeginEvent
Á EndEvent
Á BeginRenderPass
Á EndRenderPass
Á RayTrace

Á UpdateTopLevel
Á UpdateBottomLevel
Á UpdateShaderTable
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Render Commands
Á Queue type specified

Á Spec validation
Á Allowed to run?
Á e.g. draws on compute

Á Automatic scheduling
Á Where can it run?
Á Async compute
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Render Commands
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Render Command List
ÁEncodes high levelcommands

Á Tracks queue types encountered
Á Queue mask indicating scheduling rules

ÁCommands are stateless - parallel recording

ê L L D  ʑʑ  lĬƓŊȉƩƞ !ǏŊŸŽǣŘŊǣǫǏŘ ʦDŽǏŘŊǣƩǏʩǗ =ǫǣʧ



Render Compilation
ÁâŘƞőŘǏ ŊƩƜƜĬƞő ƓŽǗǣǗ ĬǏŘ ʦcompiledʧ

Á Translation to low level API
Á Can compile once, submit multiple times

ÁSerial operation (memcpy speed)
Á Perfect redundant state filtering
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Render Graph



Render Graph
Á Inspired by FrameGraphʖ¼ʩDƩƞƞŘƓƓ ɁȿɀɆʗ

Á Automatically handle transient resources

Á Import explicitly managed resources

Á Automatic resource transitions
Á Render target batching
Á DiscardResource
Á Memory aliasing barriers
Á ʇ
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Render Graph
Á Basic memory management

Á Not targeting current consoles
Á Fine grained memory reuse sub-optimal with current PC drivers

Á Lose ~5% on aliasing barriers and discards

Á Automatic queue scheduling
Á Ongoing research
Á Need heuristics on task duration and bottlenecks

Á e.g. Memory vs ALU
Á Not enough to specify dependencies
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Render Graph
Á Frame Graph Ą Render Graph: ±Ʃ ŊƩƞŊŘǌǣ ƩŰ Ĭ ʦŰǏĬƜŘʧ

Á Fully automatic transitions and split barriers

Á Single implementation, regardless of backend
Á Translation from high level render command stream
Á API differences hidden from render graph

Á Support for mGPU
Á Mostly implicit and automatic
Á Can specify a scheduling policy
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Render Graph
Á Composition of multiple graphs at varying frequencies

Á Same GPU: async compute
Á mGPU: graphs per GPU
Á Out-of-core: server cluster, remote streaming
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Render Graph
Á Composition of multiple graphs at varying frequencies

Á e.g. translucency, refraction, global illumination
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Render Graph
Á Two phases

Á Graph construction
Á Specify inputs and outputs
Á Serial operation (by design)

Á Graph evaluation
Á Highly parallelized
Á Record high level render commands
Á Automatic barriers and transitions
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ă Construction phase

ă Evaluation phase



Render Graph
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Á Explicit heterogeneous mGPU

Á Parallel fork-join approach

Á Resources copied through system 
memory using copy queue
Á ~1ms for every 15mb transferred

Á Minimize PCI-E transfers
Á Immutable data replicated
Á Tightly pack data

GPU1 GPU2 GPU3 GPU4

Partition 1 [Prim
ary]

Partition 2 [Secondary]

Partition 3 [Secondary]

Partition 4 [Secondary]



Render Graph
ê L L D  ʑʑ  lĬƓŊȉƩƞ !ǏŊŸŽǣŘŊǣǫǏŘ ʦDŽǏŘŊǣƩǏʩǗ =ǫǣʧ

Á Workloads are divided into partitions
Á Based on GPU device count

Á Single primary device

Á Other devices are secondaries

Á Variety of scheduling and transfer 
patterns are necessary

Á Simple rules engine

GPU1 GPU2 GPU3 GPU4

Partition 1 [Prim
ary]

Partition 2 [Secondary]

Partition 3 [Secondary]

Partition 4 [Secondary]



Render Graph
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Á Run ray generation on primary GPU

Á Copy results in sub-regions to other 
GPUs

Á Run tracing phases on separate GPUs

Á Copy tracing results back to primary 
GPU

Á Run filtering on primary GPU



Render Graph
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Á Only width is divided
Á Simplifies textures vs. buffers
Á Passes are unaware of GPU count



Á Lots of fun coordinate snapping bugs
Á ŽʋŘʋ ɂ eßþǗ ǌĬǏǣŽǣŽƩƞŘő ǣƩ ȿʋɂɂɂɂɂʇ


